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A Implementation Details and Hyperparameters

Table 1: Implementation details and hyperparameters.

Setup

Batch Size 1
Training Epoch for the Unified Stage 1500
Training Epoch for A/V finetuning 500
Warmup Epoch 100
Large Language Model Phi-3.5 Mini-Instruct [1] (3.8B)
Text Tokenizer Phi-3.5 Mini-Instruct [1] Tokenizer
Audio Tokenizer Spark-tts [20] BiCodec
Facial Coefficients MediaPipe [15] facial blendshapes + transformation matrix
Lora Rank 64
Lora Alpha 16
Optimizer AdamW
Learning Rate 2.0× 10−5

Model Parameters Nparam 4.5B
β1 0.9
β2 0.999
λvision 1.0
λaudio 100

Tab. 1 summarizes the key hyperparameters used in our experiments. For the core architecture,
we employ the Phi-3.5 Mini-Instruct large language model [1] for multimodal fusion and dialogue
reasoning. Input modalities are processed as follows: the audio waveform is tokenized into discrete
representations using the BiCodec component of Spark-tts [20], while text is tokenized using the Phi-
3.5 Mini-Instruct tokenizer, augmented with special tokens such as [PAUSE] and [LASTING]. Visual
features are extracted using the widely adopted MediaPipe toolkit [15], yielding 52-dimensional
facial blendshape coefficients to capture local facial movements and a 12-dimensional transformation
matrix representing head pose dynamics.

Model optimization is performed using the AdamW optimizer [11], with an initial learning rate of
2.0 × 10−5, β1 = 0.9, β2 = 0.999, and a weight decay of 1.0 × 10−4. The batch size is set to
1, and a cosine learning rate scheduler is applied throughout training. The model is first trained
end-to-end—including all components (i.e., , LLM, vision projection, decoder, and TempoVoice) for
1,500 epochs, with a 100-epoch warmup phase. To enable efficient adaptation of the large language
model, we employ the LoRA fine-tuning strategy [10] (rank 64, alpha 16), while all other parameters
of OmniResponse are jointly optimized. Subsequently, a dedicated fine-tuning stage is performed
for the audio and visual components (i.e., , vision projection, decoder, and TempoVoice) over an
additional 500 epochs.
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B Methodological Details

In this section, we provide a comprehensive overview of OmniResponse, highlighting its architectural
design and the key technical innovations, namely, Chrono-Text Markup and TempoVoice.

messages = [ {"role": "system", "content":  "You are an active 
participant in a face-to-face dyadic interaction, and you are responding 
to the other speaker with speech content that aligns with your facial 
expressions."}  
]

messages.append({"role": "user", "content": history["user"] })
messages.append({"role": "assistant", "content": history["assistant"] })

messages.append({"role": "user", "content": dynamic_user_text })
messages.append({"role": "assistant", "content": dynamic_assist_text)

Prompt Construction

Figure 1: Illustration of Prompt Construction. The final prompt (messgae) is composed of a
system prompt, the conversation history from the speaker (user) and listener (assistant), and dynamic
speaker/listener text processed by our Chrono-Text Markup module.

B.1 Network Architecture

OmniResponse is composed of several interconnected modules: a vision projection layer for encoding
the visual frames of both the speaker and listener, a large language model [1] for fusing visual features,
textual instructions, and conversational history, and a Chrono-Text Markup module for temporal
alignment of text tokens. The model jointly predicts the next visual token, text token, and audio
response token. A vision decoder layer reconstructs the listener’s visual frame from the predicted
visual token, while the TempoVoice module converts textual embeddings into audio waveforms.

Vision Projection Layer. The Vision Projection Layer, denoted as Mvis-proj(·), encodes the previously
predicted visual frames of the listener F̂l

τ :t−1 together with the speaker’s visual frames Fs
τ :t−1, and

projects them into a sequence of embedding features Vτ :t−1 over the temporal interval [τ, t − 1].
Here, τ is the starting index of the considered time window, which limits the number of temporal
visual tokens and reduces computational overhead.

The process is formulated as follows:

Vτ :t−1 = Mvis-proj
(
F̂l

τ :t−1,F
s
τ :t−1

)
(1)

The projection module Mvis-proj can be instantiated either as a multilayer perceptron that processes
the concatenated visual features of the speaker and listener:

[
F̂l

τ :t−1, F
s
τ :t−1

]
(where [·] denotes

concatenation), or as a transformer-based layer, where the listener’s visual features serve as queries,
and the speaker’s visual features act as keys and values within a cross-attention mechanism.

This architecture enables effective temporal fusion of visual information from both conversational
participants, providing context for subsequent response generation.

Vision Decoder. The vision decoder consists of a two-layer Transformer Decoder that processes the
predicted embeddings V̂l

τ+1:t generated by the large language model for the first t− τ positions, and
maps them to the facial coefficient space F̂l

τ+1:t.

Subsequently, a pre-trained visual renderer converts these facial coefficients into 2D facial frames,
conditioned on a given portrait image. The renderer is trained on a large-scale web video dataset and
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is utilized as a tool to synthesize photorealistic images by mapping the predicted facial expression
and head pose coefficients to high-quality 2D visuals.

Static Text. The large language model accepts both visual and textual inputs. The textual inputs
include static text. Specifically, static text contains the instruction prompt Winstruct and the conversa-
tion history Whistory,<τ . The construction process for the instruction prompt is illustrated in Figure 1.
The final prompt comprises the static system message (serving as the assistant’s instruction) and the
conversation history between the speaker (user) and the listener (assistant) up to time τ . This static
text is provided to the LLM following the visual coefficients.

B.2 Chrono-Text Markup

In addition to the static instruction and conversation history, we also supply the model with dynamic
text annotated with precise timing information. Figure 1 illustrates how we interleave static and
dynamic text when constructing each prompt: the static text preserves long-term context, while the
dynamic text encodes exactly when each word occurs and how long silences last.

To achieve this, Chrono-Text Markup introduces two special tokens, [PAUSE] and [LASTING], into
the token stream according to the timestamps in our dataset. At each frame timestamp: If neither the
speaker nor listener is uttering a word, we insert a [PAUSE] token; When speech is present, we emit
the actual word tokens (e.g., “I”, “am”) and then append one or more [LASTING] tokens to occupy
the remainder of that word’s duration in the timeline. Here is an example show in Figure 2.

The large language model also generates dynamic text predictions. By encoding precise timing
information into these text embeddings, the subsequent audio synthesis produces segments that are
more tightly synchronized with the spoken content.

B.3 Multimodal Context Modeling.

Our synchronous Multimodal LLM splits its inputs into static and dynamic streams and fuses them
via a causally-aware omni-attention mechanism (See Figure 3):

• Static inputs: the instruction prompt and full conversation history, encoded as global tokens
that remain unmasked and accessible at every time step.

• Dynamic inputs:
– Frame-aligned visual embeddings.
– Temporal text tokens for both speaker and listener, processed with Chrono-Markup.

All tokens enter a single omni-attention block enforcing strict causality across and within modalities:

• Visual tokens attend only to earlier visual tokens , to text tokens that precede the current
frame and to all the static text tokens.

• Dynamic text tokens attend only to past visual tokens and past text tokens, and to all the
static text tokens.

• Future dynamic tokens are masked out to preserve temporal integrity.
• Static tokens remain unmasked, ensuring that each update stays guided by the overarching

instruction and dialogue context.

This design yields tightly synchronized, temporally coherent cross-modal interactions while main-
taining global guidance.

B.4 TempoVoice

TempoVoice is designed to transform generated textual tokens into temporally synchronized audio
waveforms. Given the hidden representations corresponding to the listener’s text tokens, Hτ :t, Tem-
poVoice generates audio tokens A⌊ τ

k ⌋:µ, which are then converted into continuous audio waveforms
using an audio tokenizer.

The process is defined as follows:
A⌊ τ

k ⌋:µ = TempoVoice
(
P⌊ τ

k ⌋:µ, [Avoiceprint, Hτ :t]
)

(2)
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[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
Why [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] do [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] I [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] [LASTING] think [LASTING] 
[LASTING] you're [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
in [LASTING] my [LASTING] life? [LASTING] [LASTING] [LASTING] 
[LASTING] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
Okay. [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] [PAUSE] 
[PAUSE] That [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] brought [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] up [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] [LASTING] [LASTING] [LASTING] two [LASTING] [LASTING] 
things [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] [LASTING] 
[LASTING] in [LASTING] [LASTING] my [LASTING] [LASTING] [LASTING] 
mind. [LASTING] [LASTING]

Dynamic Text

Figure 2: Example of Dynamic Text.

where P⌊ τ
k ⌋:µ denotes the positional encodings for positions

⌊
τ
k

⌋
to µ, Avoiceprint represents the

voiceprint embeddings, and Hτ :t are the generated textual embeddings over the interval [τ, t]. Here,
[·] indicates concatenation along the temporal axis.
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Figure 3: Illustration of Multimodal Context Modeling. Each visual token attends to all preceding
visual tokens and static and dynamic text tokens annotated by Chrono-Text markers at earlier
timestamps. Similarly, each dynamic text token attends to all past visual and textual tokens, enabling
rich cross-modal context integration.

The resulting audio tokens A⌊ τ
k ⌋:µ are subsequently transformed into audio waveforms using the

BiCodec module from Spark-TTS.

B.5 Inference Speed

We benchmark our model at 15.6 FPS (64 ms latency) on a single NVIDIA A100 80GB, without
deployment optimizations (e.g., flash-attention, multi-GPU parallelism, distillation, or quantization),
indicating headroom for real-time deployment.

Table 2: Runtime and modality comparison.

Method FPS ↑ Generation Paradigm Audio Support Input Conditions
Real Video – – – –
SadTalker [22] 1.81 Offline full-sequence generation Pre-recorded audio input Video only; pre-recorded audio of same identity
Hallo [7] 0.13 Offline full-sequence generation Pre-recorded audio input Video only; pre-recorded audio of same identity
Ours 15.62 Online, frame-by-frame Dynamically generated Video + Audio + Text; live partner audio/video

C ResponseNet Dataset

C.1 Construction Pipeline

To build the ResponseNet dataset, we design a three-stage pipeline encompassing data collection,
data processing, and data refinement, as illustrated in Figure 4. This structured process ensures high-
quality, temporally aligned multimodal data suitable for online conversational response generation
tasks.
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Face Cropping 
and Separation

Step1: Data Collection Step2: Data Processing

Video Segmentation
and Filtering

Camera-view 
AlignmentAutomatic Tools and Human 

Labor

Audio 
Separation

"words": [
  {
    "text": " How" ,

    "start": 0.0,
    "end": 0.34,
  },
  {
    "text": " do",

    "start": 0.34,
    "end": 0.46,
…

"words": [
  {
    "text": " Well,",
    "start": 6.8,

    "end": 6.92,
  },
  {
    "text": " I",
    "start": 7.84,

    "end": 7.9,
…

Transcription

Facial Feature
Extraction

𝑟11 𝑟12 𝑟13 𝑡𝑥
𝑟21 𝑟22 𝑟23 𝑡𝑦
𝑟31 𝑟32 𝑟33 𝑡𝑧

Step3: Data Refinement

"words": [
  {
    "text": " How" ,

    "start": 0.0,
    "end": 0.34,
  },
  {
    "text": " do",

    "start": 0.34,
    "end": 0.46,
…

"words": [
  {
    "text": " Well,",
    "start": 6.8,

    "end": 6.92,
  },
  {
    "text": " I",
    "start": 7.84,

    "end": 7.9,
…

Data De-identification
 & Sanitization

Quality Control 
& Filtering

Human Validation 
& Correction

Figure 4: Illustration of Dataset Construction Pipeline.

Step 1: Data Collection. We begin by sourcing dyadic conversational videos from diverse public
domains, including interviews, podcasts, and online discussions. Candidate videos are selected
through a combination of automatic filtering tools and human curation to ensure conversational
structure and speaker clarity. These videos include one speaker and one listener. The data is manually
labeled for speaker turns, and high-resolution videos are retained for downstream visual analysis.

Step 2: Data Processing. This step extracts synchronized multimodal data from the raw videos. First,
Video Segmentation and Filtering isolates segments with clear speaker-listener interaction using face
detection and quality heuristics. We apply Camera-view Alignment to standardize the perspective,
especially in multi-camera recordings. Next, we conduct Face Cropping and Separation to isolate
individual speaker and listener views. In parallel, the audio track is separated and segmented using
speaker diarization and voice activity detection. However, automatic tools could lead to bad cases,
we correct these separated audio tracks manually. We then apply an ASR system (whisper [18]) for
Transcription to obtain timestamped word-level alignments. Subsequently, we extract facial behavior
features using MediaPipe [15], yielding per-frame ARKit blendshape coefficients and 3D head pose
transformation matrices for both speaker and listener tracks.

Step 3: Data Refinement. To ensure privacy and label accuracy, we conduct multi-level cleaning.
First, in the De-identification and Sanitization stage, we mask personally identifiable information
(PII) and redact sensitive content from transcripts and audio. Then, Human Validation and Correction
is performed to manually inspect and correct transcription errors, alignment mismatches, and feature
inconsistencies. Finally, a Quality Control and Filtering phase discards corrupted or ambiguous
segments, yielding a clean, high-quality dataset with tightly aligned audio, visual, and textual
modalities.

Overall, the pipeline enables reliable construction of multimodal dialogue samples with rich facial
dynamics and accurate verbal content, supporting the development of real-time response generation
models.

C.2 Dataset Statistics

The dataset is partitioned into training, validation, and test splits following the standard ratio of 6:2:2.
Specifically, we ensure that the distributions of conversation topics, speaker identities, and recording
conditions are balanced across each subset to avoid potential biases and to facilitate robust evaluation.
The detailed statistics of the video stream pairs in each split are summarized in Table 3.

Each data sample consists of a synchronized pair of video streams representing a dyadic conversational
interaction. The train, validation, and test splits are disjoint with respect to participant pairs to ensure
fair evaluation and to prevent data leakage. This stratified partitioning enables comprehensive
benchmarking of model performance across diverse conversational scenarios.
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Table 3: Data split of video stream pairs in our dataset.

Split Number of Video Stream Pairs Proportion (%)
Train 417 59.9
Validation 139 20.0
Test 140 20.1

Total 696 100.0

We additionally analyze the dataset’s demographic diversity. The Table 4 summarizes identities,
gender balance, ethnic distribution, and age bands.

Table 4: Demographic statistics of our dataset.

Category Count / Share
Identities 161 unique identities
Gender Female: 93 (57.8%), Male: 68 (42.2%)
Ethnicity White: 122 (75.8%), Black: 24 (14.9%), Asian: 15 (9.3%)
Age bands 10–19: 10 (6.2%), 20–29: 63 (39.1%), 30–39: 51 (31.7%),

40–49: 17 (10.6%), 50–59: 17 (10.6%), 60–69: 2 (1.2%), 70+: 1 (0.6%)

C.3 Privacy Considerations

The YouTube platform enforces strict content moderation policies to prevent the dissemination of
violent or harmful material. In addition, according to YouTube’s copyright guidelines2, the use of
copyrighted material for research purposes typically qualifies as fair use, permitting reuse without the
need for explicit permission from the copyright holder. Together, these factors ensure that our dataset
collection and usage align with established privacy and ethical standards.

D Evaluation Protocol

D.1 Evaluation Metrics

Quantitative evaluation of multimodal response generation is inherently challenging due to the need to
assess multiple aspects of quality across different modalities. To provide a comprehensive assessment,
we employ a suite of metrics spanning text, audio, and visual outputs.

Text Metrics.

• METEOR [5]: Measures the alignment between generated and reference responses by
considering synonymy, stemming, and word order, providing a nuanced evaluation of
semantic adequacy.

• BERTScoreF1 [21]: Computes the similarity between generated and reference texts based
on contextual embeddings from a pretrained RoBERTa model [14], offering a robust measure
of semantic similarity.

• ROUGE-L [13]: Evaluates the longest common subsequence between generated and
reference responses, reflecting fluency and content overlap.

• Distinct-2 [12]: Calculates the proportion of unique bi-grams in the generated responses,
serving as an indicator of output diversity and lexical richness.

Audio Metrics.

• UTMOSv2 [4]: A neural mean opinion score (MOS) predictor that estimates the perceptual
naturalness and intelligibility of the generated speech.

2https://www.youtube.com/howyoutubeworks/policies/copyright/#fair-use
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• LSE-D (Lip–Speech Error Distance) [17, 6]: Measures the temporal alignment and
synchronization between generated audio and corresponding lip movements, reflecting
audio-visual coherence.

Visual Metrics.

• Fréchet Distance (FD) [3]: Computes the distributional distance between real and generated
facial feature embeddings, assessing the realism of static visual features.

• Fréchet Video Distance (FVD) [19]: Quantifies the spatial-temporal quality of generated
video sequences by comparing their feature distributions to those of real videos, thus
evaluating overall video realism and consistency.

By leveraging these complementary metrics, we are able to rigorously assess the appropriateness,
naturalness, diversity, and synchronization of generated responses across modalities, enabling a
thorough benchmarking of model performance on the ResponseNet test set.

D.2 Baseline Methods

As this is the first work addressing online multimodal conversational response generation (OMCRG),
we compare OmniResponse with a diverse set of prior methods that target single-modality generation,
as well as several strong multimodal baselines.

Specifically, we include the following baselines:

• Offline Text Dialogue Generation Systems: State-of-the-art large language models, in-
cluding GPT-4o, GPT-4, and GPT-o1 [2], are evaluated for their ability to generate text
responses in offline settings. These models only produce text outputs, without audio or
visual generation.

• Online Auditory Dialogue Generation System: Moshi [8] is adopted as a representative
model for generating spoken responses in real time, focusing exclusively on audio outputs.

• Facial Reaction Generation Systems: ReactFace [16] and ViCo [23] serve as facial reaction
generation baselines, producing only visual (facial) responses based on the conversational
context.

• Online Multimodal Conversational Baselines: To provide a direct comparison for OM-
CRG, we construct two multimodal baselines:

1. A LSTM-based model [9] employing a recurrent neural network for temporal sequence
modeling across modalities. The LSTM takes visual-audio-text modalities of speaker
as inputs, and outputs listener’s visual and audio modalities.

2. An Audio-visual LLM baseline that takes both speaker and listener audio–visual inputs
and autoregressively generates audio-visual responses of the listener via a pre-trained
large language model [1].

While previous approaches focus primarily on generating a single modality, OmniResponse is
designed to produce synchronized and coherent responses across text, audio, and visual channels in
an online setting.

E Additional Experiments

E.1 On SyncNet Metrics (LSE-D and LSE-C)

Table 5: SyncNet metrics. ↓ denotes lower is better; ↑ denotes higher is better.

Method LSE-D ↓ LSE-C ↑
LSTM 9.72 0.157
Audio–Visual LLM 10.03 0.269
Ours 9.56 0.371
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Our evaluation follows SyncNet and its two metrics: LSE-D (lip-sync error distance; lower is better)
and LSE-C (lip-sync confidence; higher is better). We adopt LSE-D in Table 5 using the official
SyncNet evaluation script. We did not use LSE-C as a primary metric because it is not well suited to
our setting: in multimodal conversation, the listener is often silent while the speaker talks. These
silent spans are appropriate reactions but cause SyncNet’s confidence to drop, making the averaged
LSE-C noisy for our task.

F Broader Impacts

Our work contributes to the development of more intuitive and responsive multi-modal dialogue sys-
tems, with potential applications in education, healthcare, assistive communication, and companion.
These technologies may improve access to information, support inclusive interaction, and enhance
user experience across diverse contexts and scenerios. We encourage responsible research practices
that prioritize transparency, user safety, and alignment with social values to ensure that such systems
serve the public good.

G Responsibility and License

We acknowledge full responsibility in the event of any rights infringement. The dataset is dis-
tributed under the Creative Commons CC BY-NC-SA license, permitting use with attribution for
non-commercial purposes and requiring derivative works to be shared alike.
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